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ÁInternet companies swimming in data
ÅE.g. TBs/day at Yahoo!

Á5ŀǘŀ ŀƴŀƭȅǎƛǎ ƛǎ άƛƴƴŜǊ ƭƻƻǇέ ƻŦ ǇǊƻŘǳŎǘ ƛƴƴƻǾŀǘƛƻƴ

ÁData analysts are skilled programmers



Scale Often not scalable enough

$ $ $ $
Prohibitively expensive at web scale
ÅUp to $200K/TB 

SQL

ÅLittle control over execution method
ÅQuery optimization is hard
ÅParallel environment
ÅLittle or no statistics
ÅLots of UDFs
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map

map

k1 v1

k1 v3

k1 v5

k2 v2
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Output
records

reduce

reduce

Just a group-by-aggregate?



Scale

Scalable due to simpler design
ÅOnly parallelizable operations
ÅNo transactions

$ Runs on cheap commodity hardware

Procedural Control-ŀ ǇǊƻŎŜǎǎƛƴƎ άǇƛǇŜέSQL 



1. Extremely rigid data flow

Other flows constantly hacked in

Join, Union Split

M R

M M R M

Chains

2. Common operations must be coded by hand
ÅJoin, filter, projection, aggregates, sorting, distinct

3. Semantics hidden inside map-reduce functions
ÅDifficult to maintain, extend, and optimize



Need a high-level, general data flow language



Need a high-level, general data flow language


